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Abstract

We examine whether small-group deliberation enhances policymakers’ collective ability to reason through
quantitative research evidence. In a lab-in-the-field experiment with cadre civil servants in Pakistan, participants
complete a stylized reasoning task either individually or in pairs. The task requires interpreting causal impact
evaluations to assess the likely effects of a proposed intervention, reflecting the analytical demands of
evidence use in a policy context. Despite access to a larger pool of knowledge, groups do not outperform
individuals on average. However, treatment-group analysis reveals substantial unrealized potential: groups
possessed sufficient pooled knowledge to achieve significantly higher scores but frequently failed to retain and
integrate the correct answers initially available to their members. Groups characterized by a stronger top
performer perform better, whereas groups in which correct answers are more dispersed across members tend
to perform worse and retain less of their available knowledge. Our study contributes to the literature by
providing rare experimental evidence on group deliberation among active civil servants and by identifying
conditions under which deliberation may fail to enhance evidence use in bureaucratic decision-making.
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1 Introduction

Research on how policymakers engage with data and quantitative evidence in the context of
public-sector decision-making is attracting growing attention in applied microeconomics
and public policy research (Baekgaard et al., 2019; Banuri et al., 2019; DellaVigna et al.,
2024; Hjort et al., 2021; Jablonski & Seim, 2024; Linos, 2023; Mehmood et al., 2024a, 2024b;
Rogger & Somani, 2023; Toma & Bell, 2024; Vivalt & Coville, 2023). This agenda is inspired
by the observation that evidence is insufficiently integrated into policy decisions, creating
the evidence-practice gap (Arnautu & Dagenais, 2021; Hawkins & Parkhurst, 2016; Linos,
2023). This is a costly mismatch since evidence-based policymaking can substantially im-
prove the welfare impact of policies. The marginal benefit is particularly large in low-resource
settings, where evidence can help governments prioritize spending and identify effective
policies (Banerjee & Duflo, 2011, 2019; Jablonski & Seim, 2024; Rogger & Somani, 2023).
Policymakers are expected to use quantitative evidence, particularly from impact evalua-
tions, in their decisions, which often requires synthesizing findings from multiple sources

and assessing the relevance and reliability of evidence. We refer to this as quantitative rea-
soning. Civil servants are key agents in this integration process, making their capacity and
willingness to utilize evidence a critical variable in public sector performance (Toma & Bell,
2024).

The integration of research evidence into public-sector decision making thus depends not
only on its availability but on how civil servants reason through it. In practice, they rarely do
this alone. Policymaking emerges from deliberation within teams, committees, or interde-
partmental working groups (Athanasaw, 2003). Yet, studies on evidence-based policymak-
ing largely examine how individual policymakers respond to evidence. While there is a much
more mature behavioral science literature on group decisions, existing works have paid lit-
tle attention to the question of whether groups improve or hinder quantitative reasoning in a
policymaking environment.

We contribute to narrowing this knowledge gap with a lab-in-the-field experiment among
newly recruited cadre civil servants in Pakistan that addresses two questions. First, does
group deliberation improve policymakers’ collective ability to reason through quantitative re-
search evidence? Second, what drives group performance and collaborative efficiency dur-
ing deliberation?

Since group performance ultimately builds on individual reasoning, we begin by understand-
ing how policymakers work through evidence on their own, even before they enter a group.
A number of studies show that cognitive biases distort how policymakers interpret research
evidence (Baekgaard et al., 2019; Banuri et al., 2019; Hjort et al., 2021; Vivalt & Coville, 2023).
Vivalt and Coville (2023) find that development practitioners are more responsive to positive
than negative evidence (optimism bias) and often overlook uncertainty surrounding develop-
ment program impacts (variance neglect). Banuri et al. (2019) document loss aversion and
confirmation bias among UK Aid and World Bank staff, suggesting that evidence is filtered
through ideological lenses.? Likewise, Baekgaard et al. (2019) show that Danish politicians
interpret evidence in line with ideological priors, even when presented with contradictory
facts. By contrast, field experiments yield more mixed findings. Hjort et al. (2021) find no
such biases among Brazilian mayors, who actively take up evidence to improve tax collec-

T While potential welfare losses from biased decision-making have long been studied in behavioral science

(Kahneman & Tversky, 1979; Simon, 1955; Tversky & Kahneman, 1981), their application to policy contexts
is relatively recent.

Confirmation bias is the tendency to favor information that aligns with existing beliefs; loss aversion refers to
stronger reactions to losses than equivalent gains (Tversky & Kahneman, 1981).



tion. Nakajima (2021) shows that U.S. education officials do update beliefs, especially when
evidence is clearly communicated.

Cognitive biases are not the only obstacle, however. Applying quantitative evidence to real-
world policy problems is technically demanding as it requires specific skills (Punton & Vo-
gel, 2020).% We focus on the type of challenge that policymakers frequently encounter in

line with their mandate: intellective tasks. Such tasks involve identifying objective, verifiable
solutions rather than making value-based or normative judgments. Reasoning through quan-
titative policy evidence typically falls into this category, as policymakers are often required to
interpret empirical data to determine ‘what works’ in achieving policy goals (Blinder & Mor-
gan, 2008).

Recent research from Pakistan suggests that targeted technical training for policymakers

can, indeed, foster evidence use in the bureaucracy (Mehmood et al., 2024a, 2024b). Mehmood
et al. (2024b) shows that a 10-hour workshop on causal impact evaluation techniques leads

tax officers in Punjab to increase their use of tax reminders, resulting in higher revenue col-
lection. In a separate study conducted in a sample nearly identical to ours, Mehmood et

al. (2024a) show that giving policymakers access to an econometrics textbook and related
training materials increases their stated valuation of quantitative evidence and makes them
more likely to recommend funding for policies supported by causal impact evaluations.*

However, these studies do not establish whether policymakers apply quantitative evidence
more effectively when decisions are made collectively. The behavioral literature on group
decision-making provides competing predictions. One might expect group deliberation to
improve performance on a quantitative reasoning task for several reasons. Quantitative evi-
dence usually requires careful interpretation of statistical magnitudes, uncertainty, and trade-
offs. Such cognitively demanding tasks may benefit from cross-checking, error correction,
and the pooling of complementary knowledge or expertise. In that sense, group discussion
might help policymakers detect interpretation errors, clarify misunderstandings of causal
identification, scrutinize proposed answers, and engage in more reflective rather than heuris-
tic reasoning (Bang & Frith, 2017; Banuri et al., 2019; Laughlin et al., 2006; Levy et al., 2018).
A large body of behavioral research similarly shows that groups can outperform individ-

uals at recalling information, mitigating decision-making biases, and pooling intellectual
resources for problem-solving (Blinder & Morgan, 2005, 2008; Charness & Sutter, 2012;
Kocher & Sutter, 2004; Kugler et al., 2012; Laughlin et al., 2006; Sutter, 2009).

At the same time, access to a larger pool of information or knowledge does not guaran-

tee that groups will use it effectively. Groups may fail to aggregate relevant information or
knowledge if it is unevenly distributed across members and if correct answers are not easily
demonstrable (Bang & Frith, 2017; Laughlin, 2011; Sunstein, 2006). Groups may also fail to
recognize task-specific knowledge and defer to perceived rather than actual experts (Bang

8 Capacity-building programs have become a key strategy to equip policymakers with the technical tools

needed to engage with research evidence. Over the past decade there has been a global proliferation of
such training initiatives. See, for example: J-PAL’s course offerings (https://www.povertyactionlab.org/
j-pal-courses), the International Labor Organisation’s Impact Evaluation Programme (https://www.itcilo.org/
courses/impact-evaluation-certification-programme-0), the World Bank’s Impact Evaluation Course (https://
www.edx.org/learn/economics/world-bank-group-evaluating-impact-in-low-and-middle-income-countries),
or Harvard’s Executive Education Program (https://pll.harvard.edu/course/
leading-successful-programs-using-evidence-assess-effectiveness-0).

The authors conducted this study at Pakistan’s Civil Services Academy, which is the same institution where
we conducted our experiment, but in subsequent cohorts. The textbook and materials used were drawn
from Mastering Metrics by Angrist and Pischke (2014).


https://www.povertyactionlab.org/j-pal-courses
https://www.povertyactionlab.org/j-pal-courses
https://www.itcilo.org/courses/impact-evaluation-certification-programme-0
https://www.itcilo.org/courses/impact-evaluation-certification-programme-0
https://www.edx.org/learn/economics/world-bank-group-evaluating-impact-in-low-and-middle-income-countries
https://www.edx.org/learn/economics/world-bank-group-evaluating-impact-in-low-and-middle-income-countries
https://pll.harvard.edu/course/leading-successful-programs-using-evidence-assess-effectiveness-0
https://pll.harvard.edu/course/leading-successful-programs-using-evidence-assess-effectiveness-0

& Frith, 2017; Sunstein, 2006).° More generally, deliberation can polarize opinions or fos-
ter a desire for harmony and conformity, known as “groupthink”, at the expense of decision
quality ('t Hart, 1990, 1998). Groups may consequently fail to exploit their members’ skills
and knowledge (Janis, 1972; Kugler et al., 2012; Stasser & Stewart, 1992; Stewart & Stasser,
1995; Sunstein & Hastie, 2014). The distinction between intellective and judgment-based
tasks is also important in this context because group collaboration dynamics can differ de-
pending on whether a task calls for factual problem-solving or subjective judgment (Blinder
& Morgan, 2008; Stasser & Stewart, 1992). Finally, cognitive biases that have been shown
to manifest in evidence-based policymaking (Baekgaard et al., 2019; Banuri et al., 2019;
Hjort et al., 2021; Vivalt & Coville, 2023), where quantitative reasoning is central, may plau-
sibly arise in collective deliberation over quantitative evidence.

Although there is substantial literature on group behavior, experiments investigating group
decision-making in government and its intersection with evidence-based policymaking re-
main rare. If groups evaluate research evidence more effectively than individuals, assigning
such responsibilities to groups could improve bureaucratic performance. Furthermore, re-
search in higher education shows that group collaboration can foster learning and increase
learner motivation (Jang et al., 2017; Lasry et al., 2008; Levy et al., 2018). In our context,
collaborative work might therefore strengthen officers’ capacity and motivation to use evi-
dence effectively. Yet, the bulk of experimental research on group decisions is conducted in
laboratories with student samples from high-income countries. Given the stakes of collec-
tive decision-making in public institutions, it is critical to better understand how group delib-
eration plays out among civil servants and whether it improves or worsens their application
of policy evidence.

Our study adds to the literature in three ways. First, we provide rare experimental evidence
on small-group deliberation among active civil servants performing a quantitative, policy-
relevant reasoning task. In doing so, we extend the predominantly laboratory-based group-
decision literature to a real bureaucratic environment. Second, we study an intellective task
that is central to modern policymaking but is underexplored experimentally in public sec-
tor settings: reasoning through quantitative research evidence. Third, we offer an empirical
framework to systematically analyze collaborative dimensions of group performance through
observed rather than self-reported behavior. Drawing on Levy et al. (2018), we develop a
measure of collaborative efficiency that captures both how well groups retain initially avail-
able knowledge and how successfully they generate knowledge during group deliberation.
Our two-stage experimental design allows us to distinguish the average effect of deliber-
ation from groups’ success in converting their members’ pooled knowledge into a correct
joint response.

We conducted our study at the Civil Services Academy (CSA) in Lahore, Pakistan, with the
entire cohort of officers recruited to the Central Superior Services (CSS). The CSS is the top
tier of Pakistan’s civil service, responsible for leading the federal bureaucracy. The CSA is
the country’s premier training institute for newly inducted officers and provides an eight-
month foundational program. We embedded our experiment within a mandatory course at
the CSA, delivered as part of a large-scale capacity-building program aimed at strengthen-
ing policymakers’ ability to engage with data and evidence. This unique opportunity to run
the experiment alongside the training allowed us to level the playing field by providing all
participants with a common foundation in impact evaluation, reducing the risk that differ-

5 While Laughlin (2011) and Laughlin et al. (2006) focus on intellective tasks specifically, Bang and Frith (2017)
and Sunstein (2006) review the broader advantages and disadvantages of group decision-making, offering
some insight on the specific nature of intellective tasks.



ences in prior statistical knowledge would confound our treatment effects.

We randomly assigned officers to complete a scored quantitative reasoning task individually
(control group) or in groups of two (treatment group). In the treatment group, officers were
randomly assigned to pairs (their group). Officers in the treatment group solved the task indi-
vidually in Stage 1 and collaboratively in Stage 2, while officers in the control group worked
individually during both stages. The task required officers to advise a colleague on whether
to proceed with a planned investment in drinking water infrastructure after considering vari-
ous pieces of research evidence and answering questions about the intervention’s possible
impact. It was deliberately designed to prompt reflective (System 2) rather than intuitive in-
formation processing (System 1) (Kahneman, 2011), allowing us to examine whether collab-
oration supports this kind of information processing in a policy-relevant decision.

We find that group deliberation does not improve quantitative reasoning performance rela-
tive to individual decision-making. This null average treatment effect, however, masks sub-
stantial unrealized potential from group deliberation. Most groups could have achieved sig-
nificantly higher scores, including scores above those of their top-performing member, had
they more effectively retrieved and applied the correct Stage-1 knowledge. Yet, groups re-
tained only part of the correct answers initially available to them and generated relatively few
new correct answers during the deliberation phase. At the aggregate level, and conditional
on average Stage 1 performance, groups with a stronger top performer tend to perform
better in Stage 2. By contrast, groups with greater potential gains from pooling comple-
mentary knowledge exhibit lower Stage 2 performance, lower collaborative efficiency, and
lower knowledge retention. Question-level analysis further shows that a correct answer ini-
tially given by only one member is substantially less likely to be correctly answered in Stage
2 than an answer initially shared by both members. Taken together, these results indicate
that group performance depends not simply on members’ average Stage 1 performance or
the number of correct answers collectively available within the group, but also on whether
groups successfully retain and apply knowledge distributed across their members.

2 Sample and Data Collection

In November 2019, we conducted our lab-in-the-field experiment® over two days at the
Civil Services Academy (CSA) in Lahore, Pakistan. Admission to the civil service requires
passing the national Central Superior Service (CSS) exam, a highly competitive national
examination administered by the Federal Public Service Commission.” Applicants must
have a bachelor’s degree with at least second class division out of three and be between
18 and 32 years of age. Admission rates to the civil services are typically very low; in 2019,
only 3% of the more than 14,500 applicants passed the exam.

Once at the CSA, new recruits complete a rigorous eight-month common training program
covering professional etiquette, bureaucratic procedures, social skills, management, and
public policy issues (Mehmood et al., 2024a). Officers reside on campus for the entire time,
and all curricular and co-curricular activities are mandatory. Attendance is handled strictly
and was, at the time of our study, monitored with biometric fingerprint scanners. Individual
performance in the training program directly affects job placement within the bureaucracy
via the graduation grade (ranking). These factors create strong incentives for officers to per-

6
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The experiment was approved by Harvard’s Institutional Review Board (IRB).

Details about the exam and a compilete list of the Federal Government services into which officers
are recruited can be found at this CSS website: https://www.studyandexam.com/css-exam-general-
information.html.
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form at their best and to invest sustained effort throughout the training program. Since the
officers in our sample belong to the upper echelon of the civil service, their performance de-
termines entry into some of the most powerful and prestigious positions in the federal gov-
ernment.

We embedded the experiment in a mandatory course at the CSA, delivered as part of the
Harvard Kennedy School’s “Building Capacity to Use Research Evidence” (BCURE) pro-
gram.? The BCURE training is specifically designed for policymakers to improve the use of
evidence in policymaking. Rather than focusing narrowly on statistical techniques, it trains
civil servants to critically assess, interpret, and apply research findings to real-world policy
decisions. The program has been an official component of the CSA curriculum since 2017.
We implemented the experiment within a 180-minute session, combining content from two
core BCURE modules, ‘Aggregating Evidence’ and ‘Impact Evaluation’. These modules are
designed to teach policymakers how to reason through complex policy problems using em-
pirical data and research evidence, with particular emphasis on evidence from causal im-
pact evaluations. Our experimental task mirrored this focus, challenging officers to reason
through quantitative evidence and apply it to a stylized policy problem.

Embedding the experiment with the BCURE training offered several key advantages. First,
it leveled the playing field across participants by creating a shared foundation of technical
knowledge about impact evaluations, reducing the risk that variation in prior statistical un-
derstanding confounds our estimated treatment effects. Second, it primed officers to ap-
proach the task with the type of quantitative reasoning we are interested in: using empirical
evidence in service of a policy decision. Third, the fact that officers had strong incentives to
perform well during training ensured high baseline motivation to engage seriously with our
experimental task. In addition, the task itself was formally graded and counted toward of-
ficers’ overall course grade. Fourth, since attendance is mandatory and strictly monitored,
officers could not self-select into BCURE and attrition was minimal. The session was taught
by a co-author of this paper and a former high-ranking civil servant in Pakistan. Experimen-
tal procedures and task instructions are provided in the Appendix F.

We had access to the full cohort training at CSA (270 officers). After accounting for absences
due to sickness and no-shows, our sample includes 263 individual officers. Due to one com-
promised group score sheet in the treatment group in Stage 2, we lose two additional obser-
vations, resulting in a final sample of 261 officers: 135 in the control group, and 126 in the
treatment group. Figure 1 displays the final sample size at each stage of the experiment.
Approximately 35.2% of the officers in the sample are female. Punjab is the most common
birth region, accounting for 47.5% of officers (see Appendix A, Table A.0.3).

Protecting officers’ identity was a top priority in this study, and in accordance with CSA re-
quirements, we did not administer a survey to collect individual-level demographic informa-
tion.® However, we obtained aggregate information spanning two CSA cohorts, including
ours. Officers are, on average, 27 years old. Approximately 50% hold a bachelor’s degree,
47% a master’s degree, and around 1.5% hold a PhD. In addition, the CSA implements a
gender quota to ensure that at least one-third of each cohort is female.

8  Since 2013, the BCURE program has trained over 6,000 civil servants in India, Pakistan, Nepal, Bangladesh,

and Morocco. More information on BCURE is provided in the Online Supplement (OS.B).

Mehmood et al. (2024a) recently conducted a lab-in-the-field experiment at the CSA as well. To protect the
anonymity of their sample, they conceal the exact year in which their study took place. Despite having ac-
cess to detailed demographic data, they refrain from reporting even aggregate summary statistics in the
currently available working paper. The authors cite political sensitivities on the part of the academy as the
reason for this approach.

9



A balance test on the demographic information in our sample (officers’ gender and birth re-
gion) confirms that randomization was successfully implemented (Section 4, Table 2). While
the absence of more detailed individual-level data limits in-depth investigation of treatment-
effect heterogeneity and group dynamics driven by personal characteristics, it does not
compromise the experiment’s internal validity or the insights we draw from the experimental
data.

3 Experimental Design

3.1 Setup and Flow

Drawing on Levy et al. (2018), we designed a two-stage experimental task in which officers
answered the same set of questions twice, first in Stage 1 and again in Stage 2. The offi-
cers in our sample were randomly assigned to either a treatment or a control group, and
those in the treatment group were further randomly assigned to pairs. In Stage 1 commu-
nication was prohibited for both experimental groups and all the officers worked individ-
ually. In Stage 2, the officers in the treatment group worked on the task together in their
assigned pairs. Group members could communicate freely within their group but not with
other groups. The officers in the control group continued to work individually. We closely
monitored observance of these rules during implementation.

In Stage 2, group members were required to agree on a joint answer to each task ques-
tion.’® We therefore do not observe individual-level answers for treatment group participants
at this stage. Accordingly, our outcome measures capture the group-level performance at
Stage 2; thereby speaking to how quantitative evidence applies in collective settings, not

to changes in individual reasoning after group deliberation.

Figure 1 summarizes our experimental design. Its two-stage structure reflects a common
feature of real-world policy settings and mirrors how problem-solving typically unfolds in
practice: civil servants often engage with a policy problem more than once, first reasoning
through it on their own and later revisiting it with colleagues or a designated team. Many,

if not most, organizational decisions evolve through such iterative processes. Beyond cap-
turing this pattern, the two-stage structure serves an analytical purpose. It lets us estimate
the effect of group deliberation on group performance while separating it from the effect

of learning over time. Following Levy et al. (2018), it also allows us to construct a range of
within-group variables, including individual baseline performance, knowledge complemen-
tarities between members, and a group’s pooled knowledge potential. We use these met-
rics to explore key mechanisms underlying group decisions, answering our second research
question.

0 Systematically varying and testing decision rules was not a priority, as groups consisted of only two mem-

bers. We also did not vary group size, given the fixed sample size. Assuming 80% power, our sample size
allowed us to detect a minimum difference of 13% in mean scores between the treatment and control group.

6
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Figure 1: Basic experimental setup

We started the sessions with a lecture (part 1) reviewing key concepts from the BCURE on-
line modules, which officers had completed two days prior, and also introduced the experi-
mental task. After task completion (the end of the experiment), the second part of the lecture
provided officers with a discussion of the correct answers and feedback on their aggregate
performance. Figure 2 illustrates the sequencing of these activities.

1. Lecture, Part 1: Introduction to task

2. Warm-Up round

3. Task Stage 1: Individual work

4. Task Stage 2:
— Individual work (control group)
— Group work (treatment group)

5. Lecture, Part 2: Task solutions & feedback on performance

Figure 2: Flow of activities

3.2 Experimental Task

We designed a text-based task in which officers answered 10 multiple-choice questions,
each with a single correct answer worth one point, for a maximum score of 10. The task re-
quired officers to evaluate findings from three pieces of evidence, a randomized controlled
trial, a matching study, and a difference-in-differences study, to assess whether a proposed
drinking water intervention was likely to reduce waterborne diseases among children under
five and increase household income. Based on this evidence, officers had to decide whether
the intervention should be implemented. Officers thus engaged with a stylized yet realistic
policy scenario.

Before beginning Stage 1, all officers completed a warm-up round in class to familiarize
themselves with the task. They voted on the correct answers to six multiple-choice ques-
tions, each followed by a brief discussion of the correct answer.’” The warm-up questions

" The warm-up round was conducted as an interactive classroom exercise for which no data was collected.



were conceptually similar but did not overlap with the actual task questions. This ensured
that all participants entered Stage 1 with the same basic understanding of task content and
structure.

After the warm-up round, officers received written instructions for the main round which ex-
plained the two-stage structure of the task, the time allocated to each stage, and the scoring
rules. Instructions were identical across the control and treatment groups, except that offi-
cers in the treatment group were informed that they would work with a randomly assigned
partner during the second stage. The full instructions are provided in Appendix F.

For both the treatment and control groups, Stage 2 involved answering the same 10 ques-
tions a second time, providing an opportunity to improve Stage 1 scores. Stage 1 was al-
lotted 30 minutes; Stage 2 was allotted 20 minutes, to increase the challenge and prevent
boredom from repetition. In between stages, we scheduled a 15-minute break during which
we collected the Stage 1 answer sheets to make sure that officers did not change their Stage
1 answers during or after Stage 2. We monitored the officers, including during the break, to
ensure that they did not discuss answers with each other. They were either not allowed to
leave the room (control group) or had to move to their breakout rooms (treatment group) ac-
companied by research assistants. The intervention was administered on two consecutive
days, with 159 officers participating on day 1 and 104 officers on day 2. To avoid spillovers
between days, we altered the task questions such that the correct answers were different on
both days, with no loss to comparability.

To mitigate strategic behavior in answering questions, the Stage 1 score was weighted at
0.6 and the Stage 2 score at 0.4 when calculating each officer’s individual grade. By assign-
ing a higher, though not disproportionate, weight to Stage 1, the design incentivized offi-
cers to approach the individual round seriously, rather than lowering effort in anticipation of
a second opportunity or the possibility of free-riding in Stage 2. Under this scoring rule, un-
derperformance in Stage 1 is costly since it cannot be fully offset by higher effort in Stage 2.
At the same time, the non-negligible weight placed on Stage 2 preserves meaningful incen-
tives to exert effort in the second round. Moreover, officers could only improve their grade
in Stage 2, but not lower it. This rule was intended to create incentives for constructive col-
laboration and learning during Stage 2 (no penalty from group work).

To further discourage free-riding in Stage 2 in the treatment condition, officers were ran-
domly paired into groups for Stage 2. Because group partners and their ability were un-
known ex ante, this design feature aimed to reduce incentives to strategically underinvest
effort in Stage 1 in order to free-ride on a stronger partner in Stage 2.

While these design choices mitigate strategic behavior, they may not fully eliminate it. In
particular, the fact that officers could only improve their grade but not lower their score in
Stage 2 may have created incentives to behave in ways that do not fully align with score
maximization. For example, officers might have deliberately experimented with alternative
answers in Stage 2 (“hedging” answers across stages), or adopted a riskier or less effortful
approach to answering questions. In Section 4.3, we briefly discuss supplementary analysis
that examines whether such strategic behavior is evident in the data and how it may affect
the validity of estimated treatment effects. The analysis itself is presented in Appendix B.1?

We designed the experimental task with four specific goals in mind. First, we focused on an

2. We thank an anonymous reviewer for raising this point and their suggestions regarding this supplementary

analysis.



intellective task, a problem with an objectively correct solution, rather than a task requiring
value-based or normative judgments. This choice reflects the nature of quantitative reason-
ing in policymaking, where bureaucrats are expected to interpret empirical evidence objec-
tively. Group dynamics in solving such tasks may differ substantially from settings that in-
volve subjective or moral deliberations (Blinder & Morgan, 2008; Stasser & Stewart, 1992).

Second, the task needed to create an unambiguous, quantitative performance metric at
both the individual and group levels. Ambiguity about what constitutes a correct answer
would compromise our ability to assess and compare reasoning quality. To ensure clar-

ity while preserving uncertainty about the correct answer, officers knew that each question
had a single correct choice, but not which one it was. This allows us to attribute variation in
scores to differences in reasoning performance, rather than to divergent interpretations of or
opinions about the problem at hand.

Third, the task needed to be cognitively demanding enough to prompt reflective (System
2) rather than intuitive (System 1) processing (Kahneman, 2011); that is, deliberate reason-
ing rather than simple memorization or quick-fire judgements.

Fourth, the task needed to capture quantitative reasoning as we define it, not narrow statis-
tical competence. It required officers to synthesize findings across multiple sources, weigh
their relevance and reliability, and apply them to a concrete policy problem. Though grounded
in statistical concepts and adapted to the constraints of a controlled experiment, the task is
designed to mirror how civil servants reason through quantitative policy evidence in practice.

3.3 Main Variables

The first question we seek to answer is whether groups outperform individuals in quantita-
tive reasoning. We measure the quality of quantitative reasoning by task performance, de-
fined as the total number of points earned.'® This serves as our first main outcome variable
for the analysis presented in Table 3, Section 4.1. Since we keep the task constant through-
out, we can compare performance between the control and treatment groups and between
stages.

The second question is how effectively officers collaborate during the group deliberation
phase and what drives variation in group performance. We use two group-level performance
indicators to capture this: Group Performance and Collaborative Efficiency. Group Perfor-
mance is the task performance score at Stage 2 in the treatment group.

Collaborative Efficiency measures how successfully a group retrieves and applies its mem-
bers’ combined knowledge. Constructing it requires a benchmark for that combined knowl-
edge, which we call the Super Performer Score: the total number of questions answered
correctly by at least one member in Stage 1. It is the score a group would achieve if it re-
tained every correct answer available across its members and it represents the pooled knowl-
edge it brings into deliberation. Collaborative Efficiency is then defined as the ratio of the
Group Score to the Super Performer Score.'* A value below 1 means the group retrieved

8 For example, an officer scoring 4 points during Stage 1 is assigned a Total Quantitative Reasoning Score of

4. Two paired officers jointly scoring 3 points during Stage 2 would achieve a total Group Score of 3 points.
To illustrate, suppose group member 1 answers question number 1 correctly, and group member 2 answers
questions number 2, 3 and 4 correctly during Stage 1. The Super Performer Score would then be 4 points.
This implies that by pooling their members’ knowledge, the group could answer at least 4 out of 10 ques-
tions correctly, which is more than what the group’s top performer (member 2, who scored 3 points) could
achieve individually. If the group’s final score in Stage 2 equals 2, the resulting collaborative efficiency is:
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less than its pooled knowledge; a value of 1 reflects perfect retrieval; and a value above 1
means the group produced correct answers that neither member had reached in Stage 1.

To better understand the mechanisms underlying this summary measure, we define two re-
lated indicators that decompose Collaborative Efficiency into a Collaborative Knowledge Re-
tention Rate and a Collaborative Knowledge Gain Rate. These variables distinguish between
() knowledge that groups already possessed when entering Stage 2 and successfully re-
tained, and (ii) additional correct answers produced during deliberation. Like Collaborative
Efficiency, both measures are normalized by the Super Performer Score to ensure compara-
bility across groups.

« The Collaborative Knowledge Retention Rate captures the share of pooled Stage-1
knowledge preserved in Stage-2.

+ The Collaborative Knowledge Gain Rate captures the amount of newly generated knowl-
edge relative to the group’s initial knowledge stock.

To study the drivers of group performance, we define the following explanatory variables.

« The Stage 1 Average Score measures a group’s baseline knowledge or capacity and is
defined as the average of the Stage 1 individual responses.

« The Top Performer Score is the higher of the two group members’ total scores in Stage
1, and the Bottom Performer Score is the lower.

+ The Top Performer Advantage is the difference between the Top Performer Score and
the Stage 1 Average Score. It measures how far the top performer exceeds the group’s
average knowledge or capacity.

+ The Super Performer Score is the score that a group would obtain by combining all
questions answered correctly by at least one of its members in Stage 1. It represents
the group’s pooled Stage 1 knowledge and the performance potentially attainable if the
group retained and applied every correct answer initially available to it.

+ The Within-Group Performance Gap is the difference between the Top Performer Score
and the score of the other group member. It reflects the knowledge or capacity gap
within the group.

+ The Pooled Knowledge Advantage is the difference between the Super Performer Score
and the Stage 7 Average Score. It measures knowledge dispersion within the group. A
larger difference indicates less overlap in individual knowledge between members and,
thus, more distributed (diverse) expertise.

+ The Pooling Advantage over the Top Performer is the difference between the Super
Performer Score and the Top Performer Score. It benchmarks a group’s collective
knowledge advantage against its strongest member.

Table 1 below presents the definitions of all variables used in the analysis (adapted from
Levy et al., 2018).

1 (Sfpéf;;‘,’fors,ﬁgf?cme) = 0.50. This indicates that the group successfully retrieved 50% of the knowledge avail-

able to it.
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Table 1: Variable Definitions

Variable

Definition

Data Used in
Construction

Outcome variables: control and treatment groups

Individual Performance

Group Performance

Xijs = Zzlzl Qkijs

GPj =31, Qi

Outcome variables: treatment group

Collaborative Efficiency CE; =

Collaborative
Knowledge Retention
Rate

Collaborative
Knowledge Gain Rate

GP;
~ SPS,;

1
~ SPS;

1(ij2 =1A max Qrij1 = 1)

KR;

NE

=
Il
—

1
~ SPS;

1(ij2 =1A max Qrij1 = 0)

KG,

NE

T
I

Control variables: control and treatment group analysis

Treatment Group
Dummy

Stage 2 Dummy
Female Officer Dummy

Officer’s Birth Region

1 = Treatment, 0 = Control

1 = Stage 2, 0 = Stage 1
1 = Female, 0 = Male

Stage 1 or Stage 2
individual
responses

Stage 2 group
responses

Stage 1 individual
and Stage 2 group
responses

Stage 1 individual
and Stage 2 group
responses

Stage 1 individual
and Stage 2 group
responses

Experimental
assignment
Task stage
Officer
characteristics

Region indicator variables based on officers’ reported birth

region

Explanatory variables: treatment group analysis

Stage 1 Average Score
Top Performer Score

Bottom Performer
Score

Within-Group
Performance Gap
Super Performer Score

Top Performer
Advantage

Pooled Knowledge
Advantage

Pooling Advantage
over Top Performer

All Male Group Dummy

IAS; = ni S X
j
TPS; =maxi=1,. n; Xij1
BPS; =minj=1 _ n; Xij1
W PG, = TPS; — BPS,
SPS; = maxXi=1,..n, Quiji
TPA; = TPS, — IAS;
PKA; = SPS; — IAS;
PATP; = SPS; — TPS,

1 = All male, 0 = Otherwise

Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 individual
responses
Stage 1 group
composition
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Table 1 (continued)

Variable Definition Data Used in
Construction

All Female Group 1 = All female, 0 = Otherwise Stage 1 group
Dummy composition

Note: i indexes officers, 7 indexes groups, k indexes questions, and s € {1, 2} indexes task
stages. Group size is n; = 2 and the number of questions is m = 10. Qx;;s equals one if officer ¢
in group j answers question k correctly in stage s, and zero otherwise. Q)i 2 is the corresponding
Stage 2 group response.

4 Results

Table 2 reports balance tests on pre-treatment covariates. We do not observe statistically
significant differences between the treatment and control groups regarding officers’ gender
or region of origin, which supports the validity of our randomization protocol.

Table 2: Randomization Check, Pre-treatment Characteristics by Group

Variable Control Group Mean Treatment Group Mean Difference p-value
Female (%) 34.81 35.71 0.90 0.88
Region 4.81 4.81 -0.01 0.97
n 135 126

Note: Differences in means are computed as Treatment minus Control. p-values are from two-
sided Welch t-tests.

4.1 Average Treatment Effect of Group Deliberation

We estimate a Difference-in-Differences regression, to test the differential effect of group de-
liberation on officers’ quantitative reasoning performance, net of general learning effects that
may occur between Stage 1 and Stage 2.

Yie = a+ BD; +ti + 0(Dj - t;) + e (1)

where Y;; represents the total quantitative reasoning score of civil servant ¢ at time ¢, 5 rep-
resents the difference between control and treatment groups during the first stage (with D;
being equal to 1 for participants in the treatment group and 0 for participants in the con-
trol group), and ~ represents learning over time (with ¢ being equal to 1 for Stage 2 and 0
for Stage 1). The Difference-in-Difference estimator, §, which we are primarily interested in,
estimates the difference between the change in quantitative reasoning performance in the
control group and the corresponding change in the treatment group. Moreover, we con-
trol for officers’ region of origin, as well as their gender (see Table 1 for the variable defi-
nitions). We standardize the outcome variables within intervention day to ensure that our
estimates reflect within-day differences due to the treatment, not shifts in baseline perfor-
mance between days. We present the regressions with unstandardized raw scores and an
intervention-day fixed effect in Table E.1.1 in Appendix E.1.

Across the sample, officers answered on average 4.22 out of 10 questions correctly. Mean

scores differ only slightly between Stage 1 and Stage 2 (Table A.0.1), and between the con-
trol and treatment groups at either stage (Table A.0.2). Figure 3 displays the distribution of
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Stage-1 quantitative reasoning scores by treatment status and provides a visual check of
baseline comparability between the control and treatment groups.

The results presented in Table 3 confirm that group deliberation has no statistically signif-

icant differential effect on quantitative reasoning scores. Moreover, we do not observe a
general trend of improved performance between Stage 1 and Stage 2. The analysis we present
in Section 4.2 shows that this null average treatment effect masks meaningful heterogeneity

in the treatment group.

30%

Treatment Group

— = =| Control Group

20%

Proportion

10%

0%

Total Score

Figure 3: Distribution of Stage-1 quantitative reasoning scores by treatment assignment.
Vertical lines indicate group means.
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Table 3: Effect of Group Deliberation on Quantitative Reasoning Perfor-

mance (OLS)
Main Effects DiD DiD and Controls
1) @) 3)

Treatment Group (8) 0.066 0.046 0.061
(0.125) (0.121) (0.121)

Stage 2 (v) 0.073 0.053 0.053
(0.045) (0.046) (0.046)

Treatment Group x Stage 2 (0) 0.050 0.047
(0.103) (0.106)

Female Officer 0.148
(0.136)

Officer Region FE No No Yes

Observations 459 459 459

Clusters 198 198 198
R? 0.002 0.002 0.024

*** p<0.001, ** p<0.01, * p<0.05, + p<0.1.

Note: The dependent variable is the quantitative reasoning score, standardized within
intervention day. Cluster-robust standard errors are reported in parentheses. Control-
group observations are clustered by officer, while treatment-group observations are
clustered by deliberating group; thus, the clustering unit follows the experimental unit
observed in each arm. The sample contains 198 clusters in total.

4.2 Group Performance & Collaborative Efficiency
4.2.1 Descriptive Statistics

The mean comparisons presented in Table 4 show that groups entered the deliberation stage
with substantial scope to improve. The mean Super Performer Score, which captures a group’s
pooled knowledge at Stage 1, exceeded the mean Stage 1 Average Score by 2.13 answers.
Effective pooling could therefore have increased performance by approximately 50% relative
to the average member’s Stage 1 score. The Super Performer Score also exceeded the Top
Performer Score by 24.7%. Both differences are statistically significant at the 1% level.

Groups realized little of this potential, however. The average group retained 4.16 of the 6.33
correct answers initially available across its members, thereby losing 2.17 available answers,
and generated only 0.25 new correct answers. Moreover, 51 of the 63 groups generated no
new correct answers. Consequently, the mean Stage 2 Group Score was 4.41, only 0.21 an-
swers above the mean Stage 7 Average Score. Mean Collaborative Efficiency was 71.7%,
comprising 66.4 percentage points attributable to Knowledge Retention and 5.3 percent-
age points attributable to Knowledge Gain. Appendix A reports the corresponding summary
statistics and distributions.

These descriptive results reveal key patterns behind the null average treatment effect: groups
lost a substantial share of their initially available knowledge and rarely generated correct an-
swers that neither member initially knew. To answer our second research question, we next
examine whether realized group performance, collaborative efficiency, knowledge retention,
and knowledge gain systematically vary with groups’ initial performance and within-group
knowledge structure.
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Table 4: Means Comparison between Performance Benchmarks

Comparison Mean (1) Mean (2) ¢-stat p-value

Stage 1 Average vs. Top Performer 4.206 5.079 -9.16 < 0.01
Stage 1 Average vs. Super Performer  4.206 6.333 -17.85 < 0.01
Top Performer vs. Super Performer 5.079 6.333 -11.09 < 0.01

Note: This table reports paired mean comparisons and associated t-statistics for the 63
treatment groups. The Stage 1 Average Score is the mean of the Stage 1 scores for officers
in the same group. The Top Performer Score is the highest score achieved by an officer in a
group. The Super Performer Score combines all questions answered correctly by at least one
member in Stage 1 and represents the pooled knowledge officers bring to group deliberation.

4.2.2 Group Performance

We present the analysis of the drivers of Group Performance (measured by the Stage 2 group
score) in Table 5. Column (1) breaks down group-stage performance into three distinct com-
ponents: (i) baseline ability prior to deliberation, represented by the Stage 7 Average Score;
(i) asymmetry in individual performance within the group, captured by how far the top per-
former exceeds the average (Top Performer Advantage); and (jii) the scope for pooling non-
overlapping knowledge within a group, represented by Pooled Knowledge Advantage. Ex-
pressing these components relative to the Stage 17 Average Score as a common baseline
allows us to interpret and compare coefficients independently of overall ability levels. Col-
umn (2) presents a similar decomposition but replaces Top Performer Advantage and Pooled
Knowledge Advantage with the Within-Group Performance Gap (Top—-Bottom gap) and Pool-
ing Advantage over the Top Performer. This specification offers an alternative parametriza-
tion of the underlying Stage 1 knowledge structure but shifts the reference point from devia-
tions relative to the group average to deviations relative to the bottom or top performer.

Column (3), by contrast, enters the Stage 1 correlates directly in levels to provide a simple
benchmark against the more elaborate specifications in columns (1) and (2). Except for the
control variables, all variables in Table 5 are standardized within each intervention day.

The analysis yields two key insights. First, a one standard deviation increase in the Top Per-
former Advantage is associated with a 0.22 standard deviation increase in group perfor-
mance. This indicates that, conditional on baseline ability, groups in which the top performer
stands further above the group average tend to achieve higher Stage 2 scores (Table 5, col-
umn 1). In contrast, the absolute performance gap between the two group members, cap-
tured by the Within-Group Performance Gap, is not significantly associated with Stage 2
performance (Table 5, column 2).

Second, a one standard deviation increase in Pooled Knowledge Advantage, our measure
of how far a group’s collective knowledge exceeds its average baseline capacity, is asso-
ciated with a 0.17 standard deviation decrease in group performance. In other words, con-
ditional on average performance and top performer advantage, greater dispersion in Stage
1 knowledge is negatively associated with realized group scores (Table 5, column 1). This
association becomes somewhat stronger when benchmarking the pooled knowledge ad-
vantage against the top performer: A one standard deviation increase in Pooling Advantage
over the Top Performer is associated with a 0.19 standard deviation decline in group perfor-
mance. These findings suggest that groups benefit from an above-average performer but
that greater knowledge dispersion tends to hinder quantitative reasoning.
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In terms of magnitude, the positive association with a clearer top performer is similar to, and
slightly larger than, the negative association with greater knowledge dispersion (column 1).

Table 5: Group Performance in Stage 2 (OLS)

(1) ) 3)

Stage 1 Average Score 0.593** 0.587***
(0.101) (0.101)
Top Performer Advantage 0.220*
(0.109)
Pooled Knowledge Advantage -0.166*
(0.080)
Within-Group Performance Gap 0.078
(0.114)
Pooling Advantage over Top Performer -0.187*
(0.079)
Top Performer Score 0.772**
(0.132)
Bottom Performer Score 0.289*
(0.136)
Super Performer Score -0.371*
(0.129)
All Male Group (vs. Mixed) -0.096  -0.091 -0.088
(0.206) (0.205) (0.205)
All Female Group (vs. Mixed) 0.271 0.268 0.244
(0.282) (0.277) (0.273)
Officer Region FE Yes Yes Yes
Observations 63 63 63
R? 0.503 0.507 0.511

*** p<0.001, ** p<0.01, * p<0.05, + p<0.1; heteroskedasticity-robust standard
errors in parentheses. All variables, except the controls, are standardized within
intervention day.

4.2.3 Collaborative Efficiency

Next, we investigate the drivers of Collaborative Efficiency and its two components, the
Knowledge Retention Rate and the Knowledge Gain Rate (defined in Section 3.3). This de-
composition allows us to locate variation in collaborative performance in either the failure to
preserve existing knowledge or to generate new knowledge. We present the results in Table
6.

Collaborative Efficiency, Knowledge Retention, and Knowledge Gain are normalized by the
Super Performer Score, which also enters the definitions of our main explanatory variables,
the Top Performer Advantage and the Pooled Knowledge Advantage. This creates mechan-
ical dependence between these dependent variables and regressors. To address this is-
sue, we residualize each of the three outcome variables with respect to the Super Performer
Score. We discuss the placebo regressions and the residualization procedure in detail in Ap-
pendix D.

Regarding Collaborative Efficiency (columns 1-2), we find that groups with a stronger top

performer are 0.30 standard deviations more efficient in using their pooled knowledge. At
the same time, a one standard deviation increase in a group’s Pooled Knowledge Advantage
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is associated with a 0.39 standard deviation decrease in collaborative efficiency. Bench-
marked against the top performer, a one standard deviation increase in pooled knowledge
advantage is associated with a 0.41 standard deviation decrease in collaborative efficiency.
Thus, conditional on baseline ability, groups with a greater dispersion of Stage 1 knowl-
edge convert their pooled knowledge significantly less efficiently, whereas groups with a
stronger top performer exhibit higher collaborative efficiency.

Looking at the Knowledge Retention Rate (columns 3-4), we observe first and foremost that
a one standard deviation increase in Pooled Knowledge Advantage is associated with a 0.43
standard deviation decrease in Knowledge Retention (column 3), while a one standard de-
viation increase in Pooling Advantage over the Top Performer (column 4) is associated with
a 0.46 standard deviation decline. This suggests that groups with greater knowledge dis-
persion struggle considerably more to retain their knowledge.

In contrast, we do not find statistically significant associations between a group’s initial know!-
edge structure and the Knowledge Gain Rate (columns 5-6), suggesting that variation in col-
laborative efficiency is not primarily driven by differences in the creation of new knowledge.
Instead, groups differ mainly in their ability to retain and coordinate existing knowledge, with
these differences systematically depending on the knowledge structure within the group.

These results are consistent with the earlier analysis that group performance is positively
associated with a stronger top performer and negatively associated with greater within-
group knowledge dispersion. Additionally, they suggest that greater dispersion of knowl-
edge across individual members is negatively associated with collaborative efficiency and
knowledge retention, while this pattern does not extend to knowledge gains. Thus, at least
in our context, a group’s initial knowledge structure plays a more central role in preserving
existing knowledge than in fostering learning.
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As a final step, we present question-level analysis to complement the evidence from the
aggregate analyses shown in Table 6. Table 7 presents the results of a linear probability
model in which the dependent variable equals one if the group answers a question cor-
rectly in Stage 2 and zero otherwise. The explanatory variables distinguish whether both
members or exactly one member answered the question correctly in Stage 1 (yes or no).
We set as the omitted reference category questions answered incorrectly by both mem-
bers. This covers all possible Stage 1 knowledge configurations.

Note that the negative associations between the Pooled Knowledge Advantage and both
Collaborative Efficiency and Knowledge Retention documented in the aggregate analysis
(Table 6, columns 1 and 3) already indicate that groups have greater difficulty retaining cor-
rect answers when those answers are held by only one member. By contrast, we find no
statistically significant association between Pooled Knowledge Advantage and Knowledge
Gain.

The question-level analysis provides a more direct representation of this aggregate result
by distinguishing among the three possible Stage 1 knowledge configurations. Our pre-
ferred specification (Table 7, column 3) controls for question fixed effects, officer region fixed
effects, and group gender composition. There, the probability of a correct Stage 2 group
answer is 41.5 percentage points higher when both members answered correctly in Stage

1 than when only one did (Table 7, Panel B). This result corroborates the aggregate result
that correct answers held by only one member are less likely to be retained than correct an-
swers shared by both members. More generally, the average fitted probabilities for observ-
ing a correct Stage 2 answer implied by our preferred specification (Table 7, column 3) are
7.1% when neither member answered the question correctly in Stage 1, 52.0% when ex-
actly one member answered correctly, and 93.5% when both members answered correctly.
These results show that groups retain nearly all correct answers shared by both members
but retain only about half of the correct answers held by a single member. The low fitted
probability for questions answered incorrectly by both members further shows that the cre-
ation or correction of answers during group deliberation is rare.

Additional analysis in Table C.0.1 (Appendix C) examines whether these question-level as-
sociations vary with the group’s Top Performer Score. We find no evidence that the link be-
tween Stage 2 group performance and Stage 1 knowledge configuration systematically varies
with top-performer score.
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Table 7: Stage 2 Group Performance by Stage 1 Answer Configuration
(OLS)

No Question FE Question FE 2uestion FE
and Controls

M @ ®)

Panel A: Regression Coefficients

Both Members Correct in Stage 1 0.870"** 0.861*** 0.864"**
(0.032) (0.033) (0.035)
Exactly One Member Correct in Stage 1 0.449*** 0.445*** 0.449***
(0.038) (0.039) (0.039)
All Male Group (vs. Mixed) -0.031
(0.037)
All Female Group (vs. Mixed) 0.042
(0.054)
Panel B: Difference Between Stage 1 Knowledge States
Both Correct Minus Exactly One Correct 0.420*** 0.417*** 0.415***
(0.044) (0.044) (0.045)
Question FE No Yes Yes
Officer Region FE No No Yes
Group-Question Observations 630 630 630
Groups 63 63 63
R? 0.425 0.442 0.446

***p < 0.001, **p < 0.01, *p < 0.05, Tp < 0.10.

Note: The dependent variable equals one if the group answered the question cor-
rectly in Stage 2, and zero otherwise. The omitted category is that neither member
answered the question correctly in Stage 1. Standard errors in parentheses are
cluster-robust standard errors clustered by group. Panel B reports the estimated
difference between the coefficients on “both members correct” and “exactly one
member correct”, testing Ho : Bpoth — Bone = 0. Column (3) includes question and
officer region of origin fixed effects and indicators for all-male and all-female groups;
mixed-gender groups are the reference category.
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4.3 Investigating Strategic Behavior

We discussed in Section 3.2 that certain features of our experimental design may have in-
duced strategic behavior by participants and thereby contributed to a null average treatment
effect.’® In Appendix B, we present supplementary analyses examining such strategic be-
havior.

We proceed in two steps. First, we examine whether officers may have reduced effort in
Stage 1 in anticipation of the opportunity to answer the same questions again in Stage 2.
Such anticipatory behavior could, in principle, affect both the control and treatment groups,
but might be more pronounced in the treatment group if officers expected to rely on a part-
ner’s effort in Stage 2. Differential anticipatory behavior at baseline could compromise com-
parability between the groups, threatening our counterfactual. Second, we examine whether
officers may have “hedged” answers across stages. Because scores could improve but not
decrease in Stage 2, participants might have had incentives to alter some answers strate-
gically. If such behavior occurred, we might expect switching to be systematically concen-
trated on a particular subset of questions, for instance more risky (difficult) questions, rather
than spread evenly across items.

We do not find evidence in support of such strategic behavior. Specifically, we find no base-
line differences between the treatment and control groups in mean performance or score
distributions, and no evidence that answer switching in the control group is systematically
related to question difficulty. These results do not support strategic response changes as
the principal explanation for the null treatment effect.

5 Discussion

Policymakers in our sample do not, on average, reason through quantitative policy evidence
more effectively in groups than individually. However, this null average masks two findings
from our aggregate analysis: groups held enough pooled knowledge to outperform even
their strongest member, yet they systematically lost correct answers that their members had
already produced individually. Although groups possess the combined knowledge to out-
perform even their best individual member, they come closer to realizing this potential when
there is a clearer performance hierarchy within the group. By contrast, greater dispersion of
initial knowledge is negatively associated with collaborative efficiency, primarily through its
association with lower retention of correct answers across stages. We find no evidence that
either greater knowledge dispersion or the presence of a stronger top performer is associ-
ated with the generation of new knowledge during group deliberation. The question-level
analysis corroborates these aggregate patterns: correct answers shared by both members
are substantially more likely to appear in the Stage 2 group response than answers initially
held by only one member, while questions answered incorrectly by both members are rarely
corrected.

This finding is important for understanding the behavioral dynamics of evidence use in pub-
lic sector decision-making, especially in the context of intellective tasks, where effectively
integrating factual knowledge is critical to decision quality. Our results suggest that assign-
ing such tasks to teams bears significant potential but that improved reasoning is not au-
tomatic. In our context, group performance depends on how the total stock of knowledge
available within a group is distributed across members and converted into a collective re-
sponse. In particular, the ability to preserve and integrate dispersed (complementary) knowl-

S We thank an anonymous reviewer for prompting these supplementary analyses.
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edge appears to be a critical constraint in collaborative settings.

The observation that groups can improve quantitative reasoning by following a strong per-
former, and that they could in principle surpass their best individual member through effec-
tive collaboration, aligns with existing research on group problem-solving (Blinder & Mor-
gan, 2005, 2008; Charness & Sutter, 2012; Laughlin et al., 2006; Lombardelli et al., 2005).
However, our finding that greater knowledge dispersion is negatively associated with real-
ized group performance in intellective tasks contrasts with evidence from Levy et al. (2018),
where dispersion positively influenced group performance in a two-stage exam with public
policy students at Harvard.

Several behavioral factors may explain why collaboration, and its potential to improve ev-
idence use, did not materialize in our context. First, groups may have focused too heav-
ily on shared, rather than unique, information (“hidden profiles”), a problem which tends

to be more pronounced in intellective tasks (Stasser & Stewart, 1992; Winquist & Larson,
1998). Failure to discover hidden profiles can lead to suboptimal or even negative outcomes
(Stasser & Stewart, 1992), which, in our case, primarily manifests as the loss of existing
knowledge during group deliberation. This problem could be exacerbated in small groups,
where opportunities for cross-validation and knowledge aggregation are more limited. Fur-
thermore, greater knowledge dispersion might have inhibited the emergence of informal
leadership, which can enhance group coordination and performance (Avolio et al., 2009;
Jones & Olken, 2005). Status dynamics may have been muted in our sample to begin with,
given that officers were at the same career stage. However, while we do not find empir-
ical evidence that gender-based hierarchies shaped group performance, we cannot rule
out that they affect group interactions in a setting like ours.

Second, our design presented officers with a demanding intellective task, which they had

to solve under time pressure and without feedback after Stage 1. This combination of task
complexity, uncertainty, and time constraints might have increased cognitive load and stress,
thereby reducing decision quality (Deck & Jahedi, 2015; Phillips-Wren & Adya, 2020). Group
size may have further compounded these challenges. Existing research shows that larger
groups (more than 2 members) require fewer iterations to solve an intellective task and co-
ordinate more effectively (Charness & Sutter, 2012; Laughlin et al., 2006).

Third, institutional culture at the CSA may have played a critical role. Officers operate in a
highly competitive environment where individual performance determines job placements,
providing little incentive for collaboration. Also, teamwork is not a central component of
the training curriculum, despite recognition by CSA leadership that collaborative skills en-
hance bureaucratic effectiveness and culture (Athanasaw, 2003). This contrasts sharply
with the context of Levy et al. (2018)’s study, which was conducted in an environment that
actively fosters collaborative and inclusive learning. These cultural differences may partly
explain the divergent results between our study and theirs.

Fourth, our experiment lacked scaffolding mechanisms to facilitate effective collaboration.
This may have contributed to coordination failures (Stasser & Stewart, 1992). Theoretical
work on team production emphasizes the risk of inefficiencies when individual contributions
are hard to observe or vary widely in ability (Alchian & Demsetz, 1972). Experimental evi-
dence reviewed in Charness and Sutter (2012) further suggests that payoff and incentive
structures play a more decisive role in determining group outcomes than individual ones.
Without scaffolds to align incentives and facilitate information-sharing, groups may fail to re-
alize their collaborative potential.
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Finally, several considerations arise from our experimental design. Officers answered 4.2
out of 10 questions correctly on average, which indicates that the task was challenging but
above the level of random guessing (3.33). Nevertheless, the difficulty of the task may have
constrained the scope for learning across stages. Lowering the task difficulty could have
reduced barriers to coordination but at the cost of realism, given that policymaking often
involves complex and uncertain problems. Although our question-level analysis provides
diagnostic evidence on how initially available answers are translated into group responses,
the limited number of questions and groups constrains a more granular examination of how
these patterns vary with task difficulty. Future research could investigate how task difficulty
influences individual and group performance in similar institutional settings and which fac-
tors hinder or facilitate performance in cognitively challenging tasks.

Additionally, while our grading structure was designed to avoid free riding in Stage 1 and
encourage collaboration in Stage 2, it may have introduced unanticipated strategic behav-
ior. The competitive setting and heavier weight on Stage 1 compared to Stage 2 scores
might have discouraged knowledge-sharing, especially among officers with unique exper-
tise. Moreover, because officers could not lower their grade in Stage 2 and improvements
in Stage 2 received less weight than Stage 1 performance, the design may have addition-
ally dampened motivation to invest effort during the group task.

Lastly, despite integrating the experiment into CSA’s training activities, officers were acutely
aware of the experimental nature of the task. This salience may have caused discomfort or
altered behavior in ways that would not occur in real-world bureaucratic settings.

6 Conclusion

Our study provides nuanced insights into when and why group deliberation may fail to en-
hance evidence-based policymaking. Although the average treatment effect is statistically
insignificant, the treatment-group analysis reveals missed opportunities rather than an ab-
sence of potential gains. Groups possessed sufficient combined knowledge to substantially
outperform their members’ average Stage 1 performance, but losses of initially available cor-
rect answers largely offset this potential, and groups rarely generated new correct answers
during deliberation.

These findings underscore that group deliberation holds considerable promise for improving
evidence use in bureaucracies, particularly for intellective tasks, but that organizational cul-
ture and structural support are essential to ensure that group deliberation enhances rather
than hinders decision quality.

While our controlled experiment cannot fully replicate the complexities of real-world bureau-
cracies, it provides a first step toward systematically studying group decision dynamics in
public sector settings: our experimental design can serve as a foundation for future research
into the behavioral and institutional conditions that shape how policymakers use evidence
collaboratively. Future research could also employ longer or more granular instruments to
enable a finer-grained examination of how deliberation affects quantitative reasoning across
different dimensions.
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Appendices

A Summary Statistics

Table A.0.1: Control & Treatment Group
Pooled, Mean/SD Outcome Variable

Variable Mean SD

n
Total Score (Overall) 4.22 1.98 459
Total Score, Stage 1  4.17 1.91 261
Total Score, Stage2 4.29 2.07 198

Note: Maximum scorable points = 10.

Table A.0.2: Summary Statistics of Total Scores by

Stage and Treatment Status

n Mean SD
Total Score (Stage 1, Control) 1835 4.13 2.09
Total Score (Stage 1, Treatment) 126 4.21 1.71
Total Score (Stage 2, Control) 135 424 216
Total Score (Stage 2, Treatment) 63 4.41 1.87

Notes: This table reports the number of observations (n),
mean, and standard deviation (SD) of total scores by exper-
imental stage and treatment status. Stage 1 outcomes are
observed at the individual level for all participants. In Stage 2,
outcomes are observed at the individual level in the control
group and at the group level in the treatment group.

Table A.0.3: Control & Treatment Group Pooled, Breakdown

Personal Characteristics

Variable

Percentage Share n

Female Officers

Breakdown by Officer’s Birth Region
Punjab

Sindh Urban

Khyber Pakhtunkhwa

Sindh Rural

Gilgit Tribal

Balochistan

Azad Jammu and Kashmir

35.25

100.00
47.51
14.56
13.03
12.64
5.75
4.60
1.92

261

261
124
38
34
33
15
12
5




Table A.0.4: Treatment Group, Observations Pooled

Across Intervention Days

Variable Mean SD
Stage 1 Average Score 421 1.27
Top Performer Score 5.08 1.53
Within-Group Performance Gap 1.75  1.51
Super Performer Score 6.33 1.53
Top Performer Advantage 0.87 0.76
Pooled Knowledge Advantage 2.13 0.95
Pooling Advantage over Top Performer 1.25 0.90
Group Score 4.41 1.87
Correct Answers Retained 416 1.82
New Correct Answers Gained 0.25 0.59
Collaborative Efficiency 0.72 0.28
Collaborative Knowledge Retention Rate 0.66 0.24
Collaborative Knowledge Gain Rate 0.05 0.14
N 63

Table A.0.5: Treatment Group, Observations Split By Intervention Day

Day 1 Day 2

Variable Mean SD Mean SD p-value
Stage 1 Average Score 414 115 430 1.45 0.65
Top Performer Score 516 1.44 496 1.67 0.63
Within-Group Performance Gap 203 160 1.32 1.28 0.06
Super Performer Score 6.55 1.39 6.00 1.71 0.18
Top Performer Advantage 1.01 080 0.66 0.64 0.06
Pooled Knowledge Advantage 241 09 1.70 0.75 <0.01
Pooling Advantage over Top Performer 1.39 089 1.04 0.89 0.13
Group Score 429 1.80 460 2.00 0.53
Correct Answers Retained 411 1.78 424 1.92 0.78
New Correct Answers Gained 0.18 0.46 036 0.76 0.30
Collaborative Efficiency 068 0.31 0.77 0.24 0.18
Collaborative Knowledge Retention Rate 0.64 0.26 0.70 0.21 0.33
Collaborative Knowledge Gain Rate 0.04 0.10 0.07 0.18 0.38
n 38 25
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B Strategic Behavior

The structure of the experiment and the available data put limits on formally testing specific
types of strategic behavior. Thus, the analyses presented below are diagnostic in nature.

Effort reduction in Stage 1. Regarding potential effort reduction in Stage 1, the statisti-
cally insignificant coefficient on the treatment indicator in Table 3, which captures base-

line differences between the treatment and control groups, provides no evidence of differ-
ential answering behavior across groups. We further assess baseline comparability using
both parametric and non-parametric tests. Specifically, we conduct a t-test comparing raw
Stage 1 average scores across treatment and control groups (Table B.1.1, Appendix B.1)
and a Mann-Whitney U test comparing the full distribution of Stage 1 scores (Table B.1.2,
Appendix B.1). Both tests fail to reject the null hypothesis of equal baseline performance
across groups. Taken together, these results do not suggest that strategic effort reduction in
Stage 1, if at all present, differs systematically between the treatment and control groups.

Switching behavior in Stage 2. Next, we examine whether officers may have “hedged” an-
swers across stages. Because officers could improve but not lower their grade in Stage 2,
such behavior could, in principle, arise even in the absence of effort reduction in Stage 1.
Since officers do not know which answers are correct and perceived difficulty may vary
across individuals, we cannot directly classify questions as objectively “difficult” (risky) or
“easy.” Empirically, no questions clearly stand out regarding their baseline correct response
rates (see Table B.1.3). We therefore adopt a simple proxy: For each question, we compute
the proportion of officers who answered the question correctly in Stage 1 and use an indica-
tor variable to classify questions as relatively easier if their correct response rate is equal to
or above the median correct response rate across questions, and as relatively more difficult
otherwise. Using this classification, we regress a switching dummy (equal to 1 if an officer
changes their answer option for a given question between Stage 1 and Stage 2, and zero
otherwise) on the question difficulty indicator. Standard errors are clustered at the partici-
pant level to account for within-person correlation across questions.

This analysis is necessarily restricted to the control group, where individual-level answers
are observed in both stages. In the treatment group, we only observe group-level answers in
Stage 2. Comparing individual answers from Stage 1 to group answers from Stage 2 would
conflate individual behavior with group dynamics and is therefore not informative.

We find no statistically significant difference in the probability of switching between ques-
tions classified as relatively easier or more difficult (Table B.2.1, Appendix B.2). Table B.1.3
in Appendix B.1 reports Stage 1 question-level correct response rates separately for the
treatment and control groups. Correct response rates are highly similar across groups, in-
dicating no systematic differences in baseline question difficulty. While this proxy-based test
cannot rule out all forms of strategic behavior, it provides no evidence that answer revisions
in Stage 2 are systematically concentrated on specific types of questions in a manner con-
sistent with targeted hedging.



B.1 Comparison of Baseline Scores and Score Distributions by Treatment Sta-

tus

Table B.1.1: Control & Treatment Group, Stage 1 Average Score (Baseline)

Control Group Treatment Group
Mean SD Mean SD t-statistic p-value

Stage 1 Average Score  4.13 2.09 4.21 1.71 -0.31 0.76

n

135 126

Table B.1.2: Control & Treatment Group, Mann-Whitney U
Test of Stage 1 (Baseline) Score Distribution

Test statistic p-value

Stage 1 Score Distribution (MWU) W = 7966.50 0.37

Notes: Two-sided Mann-Whitney U (Wilcoxon rank-sum) test com-
paring the distribution of Stage 1 scores between the treatment and
control groups.

Table B.1.3: Correct Responses by Question and Treatment
Status at Baseline

Control Group Treatment Group

Question Proportion Correct n Proportion Correct n

Q1 0.34 135 0.36 126
Q2 0.59 135 0.54 126
Q3 0.44 135 0.48 126
Q4 0.28 135 0.40 126
Q5 0.45 135 0.37 126
Q6 0.43 135 047 126
Q7 0.33 135 0.30 126
Q8 0.37 135 0.39 126
Q9 0.46 135 0.49 126
Q10 0.44 135 0.40 126

Notes: The table reports the proportion of officers answering each question
correctly in Stage 1, separately for the control and treatment groups.
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B.2 Question Switching Behavior across Task Stages in the Control Group

Table B.2.1: Switching Behavior and Question
Difficulty (OLS)

Switching Indicator

Difficulty: Hard Question 0.028

(0.019)
Constant 0.143***
(0.019)
Observations 1,340
Individuals 135
R? 0.002

**p < 0.001, ** p < 0.01, *p < 0.05, Tp < 0.10.
Notes: The dependent variable is a dummy equal to
one if an officer changes their answer option between
Stage 1 and Stage 2 for a given question, and zero
otherwise. Questions are classified as relatively hard
if their Stage 1 correct response rate lies below the
median correct response rate across questions; easy
questions constitute the reference category. The sam-
ple is restricted to the control group. Estimates are
from a linear probability model with standard errors
clustered at the individual level (in parentheses). Ten
of the 1,350 potential officer-question cells are ex-
cluded because the raw answer is missing in Stage 1
or Stage 2.
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C AQuestion-Level Heterogeneity

Table C.0.1: Stage 2 Group Performance: Stage 1 Answer
Configuration x Top Performer (OLS)

. Question FE
Question FE and Controls
Q) @
Both Members Correct in Stage 1 0.862*** 0.862***
(0.033) (0.034)
Exactly One Member Correct in Stage 1 0.444**~ 0.445***
(0.037) (0.038)
Top Performer Score -0.010 -0.002
(0.029) (0.032)
Both Correct x Top Performer Score 0.016 0.007
(0.032) (0.034)
Exactly One Correct x Top Performer Score 0.068 0.062
(0.045) (0.047)
Question Fixed Effects Yes Yes
Officer Region FE No Yes
Gender-Composition Controls No Yes
Joint Interaction Test: F(2,62) 1.217 1.131
Joint Interaction Test: p-Value 0.303 0.329
Group-Question Observations 630 630
Groups 63 63
R? 0.447 0.452

***p < 0.001, **p < 0.01, *p < 0.05, Tp < 0.10.

Note: The dependent variable equals one if the group answered the
question correctly in Stage 2, and zero otherwise. The omitted Stage

1 knowledge configuration is that neither member answered the ques-
tion correctly. The two interaction coefficients test whether the “both
correct” and “exactly one correct” relationships vary with the group’s
top-performer performance. Estimates are from linear probability mod-
els. Standard errors in parentheses are cluster-robust standard errors
clustered by group. Column (2) includes region fixed effects and indi-
cators for all-male and all-female groups; mixed-gender groups are the
reference category. The joint test evaluates whether both interaction
coefficients equal zero.
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D Placebo Tests

We implement a series of placebo regressions to test whether our dependent variables me-
chanically correlate with specific explanatory variables. Mechanical correlation could arise
from functional-form dependence because of shared variable components between depen-
dent variables and regressors.

We construct the placebo tests using the control group and form random pairs of individuals
who did not work together. We generate random placebo group outcomes (Stage 2 Group
Scores) for these pairs that are independent of individual Stage-1 performance. Specifically,
we draw group scores from a Bernoulli distribution (0=failure, 1=success), and assign a suc-
cess probability of (1/3) to each answer choice, since each question in our question set has
three answer choices. We re-estimate the regressions in Table 5 and Table 6 using these
placebo outcomes.

The placebo regressions corresponding to Table 5 in Section 4.2 are presented in Table D.0.1
below. The results shown in Column 1 indicate that Placebo Group Performance in Stage 2
and the Stage 1 Average Score are significantly correlated. However, given our small sam-
ple and correlation among regressors, this pattern could potentially reflect overfitting or in-
stability in coefficients due to multicollinearity rather than mechanical bias. To distinguish
between these possibilities, we run an auxiliary regression, presented in Column 2, that sep-
arates the Stage 1 Average Score from the remaining regressors. We do not find evidence
of mechanical bias in the auxiliary regression. More importantly, the placebo regressions
shown in Columns 1-4 indicate that Group Performance in Stage 2 is not mechanically cor-
related with our two main variables of interest, Pooled Knowledge Advantage and Pooled
Knowledge Advantage over Top Performer.

The placebo regressions corresponding to Table 6 in Section 4.2 are presented in Table D.0.2
below. The analysis presented in columns 1-4 supports the concern of mechanical bias,
given that Collaborative Efficiency is significantly correlated with our variables of interest
Pooled Knowledge Advantage and Pooled Knowledge Advantage over Top Performer. Since
Knowledge Retention and Knowledge Gain are also normalized to the Super Performer Score,
they suffer from the same problem.

Since the primary goal of our two-stage design is to investigate the drivers of collaborative
efficiency, we retain this analysis by generating alternative dependent variables which are
equivalent to Collaborative Efficiency, Knowledge Retention and Knowledge Gain, but mit-
igate the problem of mechanical bias. We construct these variables by separately regress-
ing Collaborative Efficiency, Knowledge Retention and Knowledge Gain on the Super Per-
former Score and use the residuals of these regressions as our alternative dependent vari-
ables. These residualized outcomes capture variation in these variables which is not ex-
plained by mechanical variation in the Super Performer Score.

When reestimating the placebo regressions with Residualized Placebo Collaborative Effi-
ciency as our dependent variable, we no longer find evidence of mechanical bias (see columns
5-7, Table D.0.2).

Table D.0.3 applies the same diagnostic separately to Knowledge Retention and Knowledge
Gain, displaying each unadjusted placebo specification directly beside its residualized coun-

terpart.

In conjunction with the placebo tests presented in Table D.0.1, this provides further evidence



in support of actual structural correlations between our dependent and independent vari-
ables once the mechanical correlation is removed in the revised econometric specifications.

Table D.0.1: Placebo Tests for Table 5

Placebo Group Performance in Stage 2

(1) @ ©) ) ©)

Stage 1 Average Score -0.353* -0.197 -0.353*
(0.131) (0.122) (0.131)
Top Performer Advantage 0.176 0.070
(0.145) (0.121)
Pooled Knowledge Advantage 0.011 -0.044
(0.133) (0.138)
Within-Group Performance Gap 0.186
(0.132)
Pooling Advantage over Top Performer 0.010
(0.123)
Top Performer Score -0.012
(0.305)
Bottom Performer Score -0.335*
(0.162)
Super Performer Score 0.026
(0.319)
All Male Group (vs. Mixed) -0.059 -0.036 -0.059 -0.059
(0.265) (0.262) (0.265) (0.265)
All Female Group (vs. Mixed) 0.286 0.140 0.286 0.286
(0.376) (0.408) (0.376) (0.376)
Officer Region FE Yes Yes Yes Yes Yes
Observations 67 67 67 67 67
R? 0.254 0.039 0.165 0.254 0.254

= < 0.001, ** p < 0.01, *p < 0.05, Tp < 0.10; heteroskedasticity-robust standard
errors in parentheses.

Artificial pairs and random placebo Stage 2 answers are generated using the same
seed. All non-control variables are standardized.
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E Robustness Tests

Table E.1.1 reestimates the regressions presented in Table 3 in Section 4.1 using the unstan-
dardized (raw) versions of both outcome variables and predictors. Note that, when using
unstandardized variables, the magnitude of coefficients is not directly comparable across
specifications.

Table E.2.1 and Table E.2.2 reestimate the corresponding analysis presented in Table 5 and
Table 6 (Section 4.2) without control variables.

E.1 Unstandardized Regressions (Raw Scores)

Table E.1.1: Effect of Group Deliberation on Quantitative Reasoning Performance:
Raw Scores (OLS)

DiD, Session Effect,
and Controls

M @ 3) Q) ©)

Main Effects Session Effect Control Variables DiD

Treatment Group 0.114 0.073 0.105
(0.247) (0.240) (0.240)
Stage 2 0.143 0.104 0.104
(0.088) (0.089) (0.089)
Treatment Group x Stage 2 0.103 0.099
(0.200) (0.206)
Day 2 0.494+ 0.494+
(0.264) (0.266)
Female Officer 0.285 0.283
(0.268) (0.268)
Constant 4.114%** 4.025*** 4.829** 4.133*** 4.420**
(0.181) (0.147) (0.951) (0.180) (1.022)
Officer Region FE No No Yes No Yes
Observations 459 459 459 459 459
Clusters 198 198 198 198 198
R? 0.002 0.015 0.021 0.002 0.038

***p < 0.001, **p < 0.01, *p < 0.05, Tp < 0.10.

Note: The dependent variable is the unstandardized quantitative reasoning score. All specifica-
tions use the same 459-observation complete-case sample. Cluster-robust standard errors are
reported in parentheses. Control-group observations are clustered by officer, while treatment-
group observations are clustered by deliberating group. The sample contains 198 clusters. The
Day 2 indicator controls for intervention-session differences; it is distinct from the Stage 2 task
indicator.
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E.2 Table 5 and Table 6 Without Control Variables
Table E.2.1: Group Performance in Stage 2 (OLS), Without Control

Variables
(1) @) (3)
Stage 1 Average Score 0.572** 0.567**
(0.091) (0.092)
Top Performer Advantage 0.223*
(0.097)
Pooled Knowledge Advantage -0.191*
(0.067)
Within-Group Performance Gap 0.059
(0.112)
Pooling Advantage over Top Performer -0.210*
(0.070)
Top Performer Score 0.778"*
(0.123)
Bottom Performer Score 0.296*
(0.122)
Super Performer Score -0.407*
(0.120)
Observations 63 63 63
R? 0.463 0.468 0.477

Notes: **p < 0.001,™p < 0.01,*p < 0.05, *p < 0.10. Heteroskedasticity-
robust standard errors in parentheses. The outcome variable is the Stage 2
Group Score (standardized within intervention day).
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F Experimental Task
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Instructions for Research Assistants

Task material, overview for your information

* Form2 Dayl Task PRINT2sided.pdf
* Form3 Dayl Treat PRINT2sided.pdf

e

-

Q1
a) masdfjasfras
b) asdfnaoehfr
c) Asdfkjbad 7

Day1-T (8671)

ZIPGRADE.COM

L]
Student ID.

Qxxx =
—_————
’ 000111115

a) masdfjasfras
b) asdfnaoehfr b 0000
c) Asdfkjbas

Q14
a) masdfjasfras
b) asdfnaoehfr s
c) Asdfkjbas

Software & Login Credentials

* We use ZipGrade to generate and scan answer
sheets for the in-class exercise

* Please install the app on your phone or tablet
NOW = go to your AppStore (iphone) or Google
play store (android), look for @zirarane

* Login credentials
Username:
Password:
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Answer sheet scanning using the right quiz!

Class
nswer] [td1_s1 L
u

Quiz name Corresponding classes

Day1-T (8671)

ZIPGRADE.COM

Day1 Control cdl_s1,cdl_s2
. " Dayl Treatment td1_s1,td1_s2
oI Day2 Control cd2_s1,cd2_s2
= [TTT 1
s Day2 Treatment  td2_s1,td2_s2
£ .
L} S L[] -

Test scanning exercise

* Let’s try a few test scans!
* Circle any bubbles on the sheet

Dayt.T @671)

* Hover your phone over the sheet to scan it
* Control group: 2 sheets, Stage 1 (individual sheet)
S ARANRARG and Stage 2 (individual sheet)

00089 * Treatment group: 2 sheets, Stage 1 (individual
sheet) and Stage 2 (group sheet, only one per
group!)

- ZIPGRADE.COM
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Technical issues

Lo preves " * sometimes ZipGrade will scan the same sheet
twice (happens very fast, often when light is bad)

g ’ - if it happens, please use the second scan (app
g é will overwrite the first scan)

, « if answer aren’t circled appropriately, ZipGrade
b 000111115 may not recognize the answer and record it as a

oo0 «“ ” P, H1
E socce blank” = if it happens, please do not try to fill in
= the bubbles yourself
- °

5 - - 1

Collecting the material from officers

* Please make sure that — after stage 2 is finished — officers place ALL
materials back in the envelopes before you collect it (Handouts,
questions, answer sheets) EXCEPT for one specific sheet (see last
point), which they are supposed to keep

* We will point out to them that they are not supposed to take any of
the material with them

* Handling of “extra-questions-sheet” for officers in the treatment
group
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What if...

...participants try to cheat/ talk to each other?
» remind them calmly and in a friendly tone that talking is not allowed and that another
attempt will result in exclusion from the exercise

...participants lose/ completely mess-up their answer sheets?
»we will provide them with a new sheet, but this should only happen in exceptional cases

...participants circle more than one bubble for on an answer row?
» ZipGrade will only take the right answer and not penalize an alternative attempt

...participants don’t show up or drop out at some point?
» note down ID number displayed on answer sheet and send info to WhatsApp group

...participants don’t show up and groups are affected by that?
» note down group number and send info to WhatsApp group if entire group is missing

» note down ID number of present group member and send the info to WhatsApp group;

+ assign present group member to another group if possible, write down that group’s number & send infoto
WhatsApp group!

Let’s make a
WhatsApp

group

XX




In-Class Warm Up Round (identical for control and treatment group
and for both intervention days)

Instructions: Warm-Up Round

In the following, we ask you to answer questions based on the information provided in your
handout.

This warm-up round will help you to familiarize yourself with the exercise. It is ungraded!

You have 30 minutes to review the information in the handout and answer as many questions
as you can. We will then review the answers together.

1. Please read the text carefully.
2. When you are ready, the instructor will start collecting votes on your answers. Simply raise
your hand to vote on your preferred answer!

After the warm-up round, we will take a short break and you will receive further instructions to
continue working on the exercise.

Please note that your answers will be recorded anonymously; it is not possible to identify you
based on your answers.

Questions: Warm-Up Round

Question 1: Based on your previons knowledge and experience, how effective would you expect the
Government of Athana’s intervention to be in reducing diarrhea incidence in children under five?
Extremely effective

Very effective

Moderately effective

Slightly effective

Not effective at all

oo oo

Question 2: Based on your previons knowledge and experience, how effective would you expect the
Government of Athana’s intervention to be in increasing households” monthly income?

Extremely effective
Very effective
Moderately effective
Slightly effective
Not effective at all

o pp op

Question 3: What is the main treatment intervention the Government of Athana plans to undertake?
Reduce time needed to fetch water

Provide access to a safe water source in target villages

Increase individuals” economic productivity

oo o

None of the above
Question 4: Based on the data in the table alone, cach of the three study designs indicates a statistically

significant reduction in diarrhea in children under five.
a. True

XXi



b. False

Question 5: What are the key criteria the Government used to select the target villages?
High incidence of diarrhea in children under five

Inadequate access to safe drinking water

Relatively high rates of child deaths due to diarrhea

All of the above

g

a0 o

Question 6: Which of the three study designs have a comparison group (i.e., an approximation of the
counterfactual)?

a. Design A
b. Design B
c. Design C

d. All designs have a comparison group

XXii



Main round instructions for the control group (identical for both
intervention days)

Instructions: Main Round

In this round, we ask you to continue answering questions based on the information provided in
your handout. Based on the content completed in the online modules and the in-class tecap this
morning, do your best to answer these questions.

Please do not communicate with others during the entire exercise including the break!
Communication will result in exclusion from the exercise.

This round has two stages.

1. During the first stage, you will have 30 minutes to work on the questions by yourself.
Please mark your answers on your individual answer sheet. Answer as many questions as you
can.

After the 30 minutes are over, we will take a 15 minute-break. Please remain seated during
the

break and turn your answer sheet over. An assistant will walk up to your seat and scan your
answers.

After the break is over, you start the second and final stage.

2. During the second stage, you will have an additional 20 minutes to revise or continue to
work on your answers from the first stage. As in stage 1, you will work by yourself.

We will provide you with a fresh sheet for the second stage. Please copy your answers
from the first stage sheet over to this fresh sheet.

Grading: Your first stage score will count 0.6 towards your grade while your second stage answers
will count 0.4 towards your grade. You can never decrease your stage 1 score, you can only improve
it!

® For example, if your stage 1 score is 7 and your second stage score is 6, your final
score will be 7

® Another example: if your stage 1 score is 5 and your stage 2 score is 7, your final
score will be 5%0.6 + 7%0.4 = 5.8

Once you are finished with the exercise, place all material back in the envelope and leave it at
your seat. We will collect it. Please DO NOT take your answer sheets with you, otherwise we
cannot grade the exercise.

During the rest of the in-class session, we will jointly discuss the exercise and the correct answers.
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1. Main round instructions for the treatment group (identical for both
intervention days)

Instructions: Main Round

In this round, we ask you to continue answering questions based on the information provided in your
handout. Based on the content completed in the online modules and the in-class recap this morning, do
your best to answer these questions.

This round has two stages.

1. During the first stage, you will have 30 minutes to work on the questions by yourself. Please
mark your answers on your individual answer sheet. Answer as many questions as you can.

Please do not communicate with others during the first stage including the break!
Communication will result in exclusion from the exercise.

After the 30 minutes are over, we will take a 15 minute-break. During this break, we will guide
you to another room, where you will complete the second stage.

Once you arrive in the other room, take a seat at the spot with your group number. Your
group number is displayed on your answer sheet.

2. During the second and final stage, you will have an additional 20 minutes to revise or
continue to work on your answers by working in groups of two.

Groups are randomly assigned.

Rules for group work: Please agree on your answers and mark them on your group answer
sheet. You only need to hand in one group answer sheet for the both of you.

Please do not communicate with other groups during the exercise! Communication with other
groups will result in exclusion from the exercise.

Grading: Your individual stage 1 score will count 0.6 towards your grade while your group stage 2 score
will count 0.4 towards your grade. You can never decrease your stage 1 score, you can only improve it!

e  For example, if your stage 1 score is 7 and your second stage score is 6, your final score will
be 7

® Another example: if your stage 1 score is 5 and your stage 2 score is 7, your final score will
be 5%0.6 + 740.4 = 5.8

Once you are finished with the exercise, place all material back in the envelope and leave it at your
seat. We will collect it. Please DO NOT take your answer sheet with you, otherwise we cannot grade
the exercise.

During the rest of the in-class session, we will jointly discuss the exercise and the correct answers.

Before you leave the auditorium to find your group partner in the designated room, tell us quickly
by how much you think group work will improve your grade? Circle the corresponding letter below.

a. 0% to 20%

b.  21% to 40%
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c. 41% to 60%
d. 61% to 80%
e. 81% to 100%
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Task text and questions for the first intervention day (identical for
control and treatment group)

Identifying Reliable Study Results & Expected Program Effects

Please read the following information carefully!

Your colleague’s decision problem

The Government of Athana state wants to improve safe drinking water access in districts with a
high incidence of diarrhea in children under five and insufficient access to safe drinking water.
Diarrhea is a well-known consequence of unsafe drinking water and is harmful to small children.
It is estimated that, in targeted districts, about 10% to 12% of deaths in children under five are
caused by diarrhea - which is above the national average. In addition to reducing diarrhea in
children under five, the government of Athana expects that access to safe drinking water will
improve households” income: household members will spend less time fetching water and are less
likely to fall ill, both of which can increase theitr economic productivity.

Government employees gathered evidence from three studies conducted across different states in
Norina, the country Athana state is located in. All studies evaluate the impact of improved access
to safe drinking water. All three studies evaluate the type of program Athana wants to implement
in targeted district villages: installation of hand-pumps, which will provide a safe drinking water
source in central locations in villages. The goal of this program will be to reduce diarthea in
children under five and improve household income.

A colleague from Athana asks you to help her identify the most reliable impact evaluation
study results. This is vital to gain a more precise understanding of expected program effects and

to decide whether to move ahead with the intervention.

Your colleague provides you with the evidence she wants to discuss. Please turn the page to
review the information.
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Three Impact Evaluation Designs
Summary

Program intervention type: Installation of hand pumps serving as a safe water source to

beneficiaties.

Target group: Villages in districts with a high diarrhea incidence in children under five and
inadequate access to safe drinking water.

Outcome indicators:
® Incidence of diarrhea in children under five, two months after installing the hand pumps.
® Household income two months after installing the hand pumps.

Assumptions you can make:

e All hand pumps were installed and are functional.

® Drinking water from the hand pumps is safe.

® Any villager can go to a hand pump, obtain water, and return to their home within 30
minutes.

® The gathered studies are relevant for your colleague’s decision problem, since they were
conducted in similar contexts across the same country.

Design A: Randomized Evaluation

This study randomly assigns villages to treatment and comparison groups. This ensures that
there are no differences, on average, between these two groups in terms of their characteristics.
The only difference is whether they receive a hand-pump or not. In other words, the study
measures the difference in ontcomes between treatment and comparison villages that are randomly
assigned to the program.

Comparison Villages

>

> 0 Treatment Villages

()
Nl % \ /ﬂ\

Impact as determined by Design A: Any difference in outcomes between randomly assigned treatment

and comparison villages will be attributed to the program.
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Design B: Difference-in-differences

This study combines before-after and with-without comparisons. It compares the change in
outcomes over time between the treatment villages and comparison villages in a neighboring
district. In other words, the study measures whether the outcome changes by more or less in the
treatment villages compared to the comparison villages.

Outcome

Program Intervention

P Change in Treatment
o (with)

L | change in Comparison
_— | (without)

Before Intervention After Intervention

Time

Impact as determined by Design B: Any difference in the change in outcomes between treatment and
comparison group over time will be attributed to the program. Or, expressed differently: the
change in treatment group outcomes wznus the change in control group outcomes eguals the
impact attributed to the program.

Note: This graph only illustrates the study design in theory, it does not represent what actually
happened to the diarrheal outcomes in the study described in the text.

Design C: Matching

This study matches and compares treatment and comparison group villages based on their
similarity in observed socio-demographic characteristics. In other words, the study manually constructs
a comparison group from villages that are similar to treatment villages along a set of predetermined
variables and then compares the difference in ontcomes benween the groups. Examples of variables
used to match include (but are not limited to) average income, education level of household
head, household size, and employment rate. Important for this design’s validity is that the
variables used for matching are not affected by the treatment. Therefore, one should only use
variables whose values were observed before the treatment was administered or whose values
remain constant over time.
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Treatment Villages

Comparison Villages

vy

A

()
()

Potential Comparison Villages

Impact as determined by Design C: Any djfference in outcomes between matched treatment and

comparison villages will be attributed to the program.

Average Effects:

The table below shows the average effect of installing hand pumps on each outcome of interest
in treatment group villages estimated by each study. Except for the estimated effect of hand-
pumps on household income shown by study C, all estimated effects are statistically significant.

Diarrhea in children under
five years, past two weeks

Income per household,
monthly

Design A: Randomized
Evaluation

decreased by about 21%

increased by about 4%

Design B: Difference-In-
Difference

decreased by about 33%

increased by about 6%

Design C: Matching

decteased by about 36%

increased by about 3%
(not statistically significant)

XXiX




Identitying Reliable Study Results & Expected Program Effects
Questions: Main Round

Question 1: Consider Study Design A in the handout. Which alternative explanation is not ruled out by

this evaluation?

a. Systematic differences in mean income, houschold size, and education between
treatment and control villages at project start

b. A region-wide hand washing campaign that affects treatment and
control villages alike

c. Differences in out-migration rates between treatment and control

villages over the course of the study

Question 2: Consider Study Design A again. The study report states that villages in the program region
are very heterogeneous. In your opinion, does this pose a threat to the study design?

a. Yes, it does pose a threat to the study design.

b. No, it does not pose a threat to the study design.

Question 3: Consider Study Design B. Which alternative explanation is ruled out by this evaluation?

a. Changes in child health policies in one district but not the other
b. State-level income subsidies for poor families introduced during the intervention
c. A large sanitation project started by the World Bank in one district but not the other

Question 4: Consider Study Design B again. The study shows time trends on various health outcomes in
comparison and treatment villages during the three years prior to project start. Compatison and treatment
villages seem to follow parallel trends for diarrhea incidence in children under five but seem to follow
different trends for most other health outcomes. How does this information affect your assessment of the
comparison group’s quality?

a. I would rate the comparison group’s quality lower.
b. I would rate the comparison group’s quality higher.
c. I would rate the comparison group’s quality the same.

Question 5: Consider Study Design C. Which alternative explanation is not ruled out by this evaluation?

a. Systematic differences in political ties between treatment group villages and the state’s ruling
party

b. Systematic differences in village size between comparison and treatment villages

c. Systematic difference in household assets between comparison and treatment villages

(bicycle, radio, cell phones)

Question 6: Consider Study Design C again. Below is a subset of variables about individual characteristics
that were available for the study. All vatiables were measured affer the study (e.g., example “houschold
income” refers to household income affer the intervention). Which one would be most appropriate to be
used in constructing the comparison group?

a. A child’s gender
b. Employment status (0=unemployed, 1=employed)
c. Household income

Question 7: Imagine that, in the case of Study Design A, the government started a handwashing campaign
in control and treatment villages a few months into the project. In this case, what can you say about the
reported effect of hand pumps on diarrhea in children under five?
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a. The study likely overestimates the effect
b. The study likely underestimates the effect
c. The study likely correctly estimates the effect

Question 8: Imagine that, in the case of Study Design B, comparison villages experienced a rainfall
shortage that worsened drinking water access and led to an increase in waterborne diseases including
diarrhea. In this case, what can you say about the reported effect of hand pumps on diarrhea in children
under five?

a. The study likely overestimates the effect
b. The study likely underestimates the effect
c. The study likely correctly estimates the effect

Question 9: Imagine that, in the case of Study Design C, treatment villages were exposed to a cholera
outbreak in the previous year which had sensitized villagers towards the dangers of falling ill from
diarrhea. In this case, what can you say about the reported effect of hand pumps on diarrhea in children
under five?

a. The study likely overestimates the effect
b. The study likely underestimates the effect
c. The study likely correctly estimates the effect

To answer questions 10 through 14, please consider your answers to questions 7, 8, and 9 ouly and assume
that each scenatio in those questions actually occutred.

Question 10: What study design, do you think, has the most reliable comparison group?

a. Study Design A
b. Study Design B
c. Study Design C

Question 11: After having assessed the evidence, how effective would you expect the described
intervention to be in reducing diarrhea incidence in children under five?

Extremely effective
Very effective
Moderately effective
Slightly effective
Not effective at all

o0 o

Question 12: After having assessed the evidence, how effective would you expect the described
intervention to be in increasing households’ monthly income?

a. Extremely effective

b. Very effective

c. Moderately effective

d. Slightly effective

e. Not effective at all

Question 13: Do you recommend your colleague to move ahead with the intervention?
a. Yes

b. No

Question 14: What is the level of confidence you have in your answer to question 10?
a. High

b. Medium

c. Low
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2. Task text and questions for the second intervention day (identical for control
and treatment group)

Identifying Reliable Study Results & Expected Program Effects

Please read the following information carefully!

Your colleague’s decision problem

The Government of Athana state wants to improve safe drinking water access in districts with a
high incidence of diarthea in children under five and insufficient access to safe drinking water.
Diarrhea is a well-known consequence of unsafe drinking water and is harmful to small children.
It is estimated that, in targeted districts, about 10% to 12% of deaths in children under five are
caused by diarthea - which is above the national average. In addition to reducing diarrhea in
children under five, the government of Athana expects that access to safe drinking water will
improve households” income: household members will spend less time fetching water and are less
likely to fall ill, both of which can increase their economic productivity.

Government employees gathered evidence from three studies conducted across different states in
Norina, the country Athana state is located in. All studies evaluate the impact of improved access
to safe drinking water. All three studies evaluate the type of program Athana wants to implement
in targeted district villages: installation of hand-pumps, which will provide a safe drinking water
source in central locations in villages. The goal of this program will be to reduce diarrhea in
children under five and improve household income.

A colleague from Athana asks you to help her identify the most reliable study results. This is
vital to gain a more precise understanding of expected program effects and to decide whether to

move ahead with the intervention.

Your colleague provides you with the evidence she wants to discuss. Please turn the page to
review the information.
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Three Impact Evaluation Designs
Summary

Program intervention type: Installation of hand pumps serving as a safe water source to

beneficiaries.

Target group: Villages in districts with a high diarrhea incidence in children under five and
inadequate access to safe drinking water.

Outcome indicatots:
e Incidence of diarrhea in children under five two months after installing the hand pumps.
e Household income two months after installing the hand pumps.

Assumptions you can make:

o All hand pumps were installed and are functional.

® Drinking water from the hand pumps is safe.

® Any villager can go to a hand pump, obtain water, and return to their home within 30
minutes.

® The gathered studies are relevant for your colleague’s decision problem, since they were
conducted in similar contexts across the same country.

Design A: Randomized Evaluation

This study randomly assigns villages to treatment and comparison groups. This ensures that
there are no differences, on average, between these two groups in terms of their characteristics.
The only difference is whether they receive a hand-pump or not. In other words, the study
measures the djfference in outcomes between treatment and comparison villages that are randomly
assigned to the program.

Comparison Villages

/ \\ Treatment Villages
HA A

()

Impact as determined by Design A: Any difference in outcomes between randonly assigned treatment
and comparison villages will be attributed to the program.

Design B: Difference-in-differences
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This study combines before-after and with-without comparisons. It compares the change in
outcomes over time between the treatment villages and comparison villages in a neighboring
district. In other words, the study measures whether the outcome changes by more or less in the
treatment villages compared to the comparison villages.

Outcome

Program Intervention

I Change in Treatment
T {with)

| change in Comparison
—— | (without)

Before Intervention After Intervention

Time

Impact as determined by Design B: Any difference in the change in outcomes between treatment and
comparison group over time will be attributed to the program. Or, expressed differently: the
change in treatment group outcomes nus the change in control group outcomes equals the
impact attributed to the program.

Note: This graph only illustrates the study design in theory, it does not represent what actually
happened to the diarrheal outcomes in the study described in the text.

Design C: Matching

This study matches and compares treatment and comparison group villages based on their
similarity in observed socio-demographic characteristics. In other words, the study manually constructs
a comparison group from villages that are similar to treatment villages along a set of
predetermined variables and then compares the difference in outcomes between the groups. Examples
of variables used to match include (but are not limited to) average income, education level of
household head, household size, and employment rate. Important for this design’s validity is that
the variables used for matching are not affected by the treatment. Therefore, one should only use
variables whose values were observed before the treatment was administered or whose values
remain constant over time.
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Treatment Villages

Comparison Villages

vy

A

()
()

Potential Comparison Villages

Impact as determined by Design C: Any djfference in outcomes between matched treatment and

comparison villages will be attributed to the program.

Average Effects:

The table below shows the average effect of installing hand pumps on each outcome of interest
in treatment group villages estimated by each study. Except for the estimated effect of hand-
pumps on household income shown by study A, all estimated effects are statistically significant.

Diarrhea in children under
five years, past two weeks

Income per household,
monthly

Design A: Randomized
Evaluation

decreased by about 19%

increased by about 2%
(not statistically significant)

Design B: Difference-In-
Difference

decreased by about 24%

increased by about 4.5%

Design C: Matching

decreased by about 29.5%

increased by about 5%
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Identitying Reliable Study Results & Expected Program Effects
Questions: Main Round

Question 1: Consider Study Design A. Which alternative explanation is not ruled out by this evaluation?

a. Systematic differences in mean income, household size, and education between treatment and control
villages at project start

b. A region-wide hand washing campaign affecting control villages

c.  Similar out-migration rates in treatment and control villages over the course of the study

Question 2: Consider Study Design A again. The study report states that villages in the program region

are very homogencous. In your opinion, does this pose a threat to the study design?

a. Yes, it does pose a threat to the study design.

b. No, it does not pose a threat to the study design.

Question 3: Consider Study Design B. Which alternative explanation is ruled out by this evaluation?

a. A state-wide change in child health policies
b. Income subsidies for poor families introduced in one district but not the other
c. A large sanitation project started by the World Bank covering treatment districts

Question 4: Consider Study Design B again. The study shows time trends on various health outcomes in
comparison and treatment villages during the three years prior to project start. Compatison and treatment
villages seem to follow similar trends for diarrhea incidence in children under five, and seem to follow
similar trends for most other health outcomes. How does this information affect your assessment of the
comparison group’s quality?

a. I would rate the comparison group’s quality lower.
b. I would rate the comparison group’s quality higher.
c. I would rate the comparison group’s quality the same.

Question 5: Consider Study Design C. Which alternative explanation is not ruled out by this evaluation?

a. Systematic differences in political ties between treatment group villages and the state’s ruling
party

b. Systematic differences in village size between compatison and treatment villages

c. Systematic difference in household assets between comparison and treatment villages

(bicycle, radio, cell phones)

Question 6: Consider Study Design C again. Below is a list of variables the researchers had available to
measure diarrhea in children under five. Which one would be most reliable to measure diarrhea?

a. Number of incidents of diarrhea during the first 1 week after project start (surveyed once;
reported by the mother 1 week after the project start)

b. Number of incidents of diarrhea during the first 5 months after project start (surveyed once;
reported by the mother 5 months after the project start)

c. Number of incidents of diarrhea during the first and second month after project start (surveyed

twice, once in the first month and once in the second month; reported by the mother)

Question 7: Imagine that, in the case of Study Design A, the government started a handwashing campaign
in control villages a few months into the project. In this case, what can you say about the reported effect
of hand pumps on diarrhea in children under five?

a. The study likely overestimates the effect
b. The study likely underestimates the effect
c. The study likely correctly estimates the effect

Question 8: Imagine that, in the case of Study Design B, comparison and treatment villages experienced a
rainfall shortage that worsened drinking water access and led to an increase in waterborne diseases
including diarrhea. In this case, what can you say about the reported effect of hand pumps on diarrhea in
children under five?

a. The study likely overestimates the effect
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b. The study likely underestimates the effect
c. The study likely correctly estimates the effect

Question 9: Imagine that, in the case of Study Design C, treatment villages were exposed to a cholera
outbreak in the previous year which had sensitized villagers towards the dangers of falling ill from
diarrhea. In this case, what can you say about the reported effect of hand pumps on diarrhea in children
under five?

a. The study likely overestimates the effect
b. The study likely underestimates the effect
c. The study likely correctly estimates the effect

To answer questions 10 through 14, please consider your answers to questions 7, &, and 9 only and assume
that each scenatio in those questions actually occutred.

Question 10: What study design, do you think, has the most reliable comparison group?

a. Study Design A
b. Study Design B
c. Study Design C

Question 11: After having assessed the evidence, how effective would you expect the described
intervention to be in reducing diarrhea incidence in children under five?

Extremely effective
Very effective
Moderately effective
Slightly effective
Not effective at all

oo o

Question 12: After having assessed the evidence, how effective would you expect the described
intervention to be in increasing households’ monthly income?

Extremely effective
Very effective
Moderately effective
Slightly effective
Not effective at all

oo ow

Question 13: Do you recommend your colleague to move ahead with the intervention?

a. Yes
b. No

Question 14: What is the level of confidence you have in your answer to question 10?

a. High
b. Medium
c. Low
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